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The Value Proposition of
Serverless

But let’s talk about of Total Cost of Ownership of
the Serverless paradigm
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TCO Full Picture

No Infrastructure

Operation and
Maintenance

Q Forrest Brazeal ,The Business Case For Serverless” https://www.trek10.com/blog/business-case-for-serverless - b ip 'a bs
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No Infrastructure Maintenance

Is infrastructure maintenance and
operation your core competency ?



TCO Full Picture

Auto Scaling and
Fault Tolerance
No Infrastructure Built in
Operation and
Maintenance

Q Forrest Brazeal ,The Business Case For Serverless” https://www.trek10.com/blog/business-case-for-serverless E ip 'abs
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Auto Scaling And Faul Tolerance
Built In

« Can you get capacity planning right?

« Do you want to solve the hard problem
of fault tolerance by yourself?

Rip.labs




TCO Full Picture

Auto Scaling and
Fault Tolerance
No Infrastructure Built in
Operation and
Maintenance

Fewer Engineers
Required

Q Forrest Brazeal ,The Business Case For Serverless” https://www.trek10.com/blog/business-case-for-serverless E ip 'abs
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Fewer Engineers Required

By heavily relying on the managed service
you require

«  Fewer engineers to start
Implementing your new product idea

. Can do more with the same amount of
people



TCO Full Picture

Auto Scaling and
Fault Tolerance
No Infrastructure Built in
Operation and
Maintenance

Fewer Engineers
Required

Less Code Written

Q Forrest Brazeal ,The Business Case For Serverless” https://www.trek10.com/blog/business-case-for-serverless - E ip 'a bs
- L]




Less Code Written

Whatever code you write today is always tomorrow’s technical
debt © Paul Johnston

The best code iIs no code at all © Jeff Atwood
Less code means lower technical debt

Time and effort required for maintaining the solution over its whole
lifecycle is by far much more than for developing it



TCO Full Picture

Auto Scaling and
Fault Tolerance
No Infrastructure Built in
Operation and
Maintenance

Fewer Engineers
Required

Less Code Written
Focus on Business
Value and Innovation

Q Forrest Brazeal ,The Business Case For Serverless” https://www.trek10.com/blog/business-case-for-serverless : E ip ’ a bs
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Focus On Business Value and
Innovation

Every organization wants exactly this!



TCO Full Picture

Auto Scaling and
Fault Tolerance
No Infrastructure Built in
Operation and
Maintenance

Fewer Engineers
Required

Faster Time to _
Market Less Code Written

Focus on Business
Value and Innovation

Q Forrest Brazeal ,The Business Case For Serverless” https://www.trek10.com/blog/business-case-for-serverless » m ip ’ a bs
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Faster Time To Market

Time To Market is the key differentiator in
today’s business!

Ask yourself: what is core for your business
and what you can get as Commodity +(Utility)
as a Service?









Decision Checklist

2. Workloads

3. Platform limitations

4. Cost at scale

5. Organizational knowledge

6. Platform and tooling maturity

Rip.labs




Understand
Application EXPLORE
lifecycle

Discover

Q Christian Posta ,Be as serverless as you can, but not more than that” https://blog.christianposta.com/serverless/its-not-about-microse

EXPLOIT

Growth

Commod'itize

I
I




Explore phase

* Quickly validate
hypotheses

* Rapidly experiment

* Run experiments as
cheaply as possible

3

Serverless is a perfect fit

Q Image: burst.shopify.com/photc




Exploit phase

« Built something that does
provide customer value

Build it on scale

Build a profitable product
around it

3

partly serverless and partly not
serverless architecture

Q Image: Robert Scoble via Flick

i

s

1

..«...wmn.unm‘w‘muummnuummm




Application lifecycle

 How much of my stack should | own
to be able to deliver business value?

e Qutsource SLA, reqgulatory
compliance, price, and roadmap to
my service provider?

Christian Bannes and Vadym Kaz



Existing
applications

* You can’t magically move
that all off to service
providers

* You can try to modernize
parts of them
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FInDev Concept

AR Gateway

Activity-based costing on a

digital operation-by-operation
basis

» Figure out features which deliver

business value comparing to their
cost

DyramcDR

Aleksander Simovic & Mark Schwarz ,FinDev and Serverless Microeconomics: Part 1” - E —
https://aws.amazon.com/de/blogs/enterprise-strategy/findev-and-serverless-microeconomics-part-1/ Christian Bannes and Vadym Kaztii : _'pO'a__bS




1. Application lifecycle
Platform limitations
Cost at scale

Organizational knowledge

o 0o~ W

Platform and tooling maturity

-
Christian Bannes and Vadym Kazulkin m 'p.'abs



Understand your
workloads

. Event-driven
« API-driven J
e Batch Job J
* Internal Tool /

* ML/AI 2

* Big Data 2

Q Image: flickr.com/photos/everywhereatonce/29




Lambda Layers
& Lambda
Runtime API

Door opener for use
cases like:

« Big Data
« ML/AI

New for AWS Lambda - Use Any Programming Language and Share

Common Components
by Danilo Poccia | on 29 NOV 2018 | in AWS Lambda, Compute, Launch, News, Serverless, Top Posts* | Permalink | # Comments | #* Share

Voiced by Amazon Polly

I remember the excitement when AWS Lambda was announced in 2014! Four years on, customers are using Lambda
functions for many different use cases. For example, iRobot is using AWS Lambda to provide compute services for
their Roomba robotic vacuum cleaners, Fannie Mae to run Monte Carlo simulations for millions of mortgages, Bustle

to serve billions of requests for their digital content.
Today, we are introducing two new features that are going to make serverless development even easier:

» Lambda Layers, a way to centrally manage code and data that is shared across multiple functions.
« Lambda Runtime API, a simple interface to use any programming language, or a specific language version, for
developing your functions.

'* Rip.lahs




A Shared File
SySte m for YO Ul New- A Shared File System for Your Lambda Functions

by Danilo Poccia | on 16 JUN 2020 | in Amazon Elastic File System (EFS), Announcements, AWS Lambda, Compute, Launch, News, Serverless,

Storage | Permalink | # Comments | ™ Share
Lambda
F u n Ctl O n S Voiced by Amazon Polly

July 1, 2020: Post updated to take care that Amazon EFS increased file system minimum throughput, when burst credits
are exhausted, to 1 MiB/s.

Door O pe n er for use I am very happy to announce that AWS Lambda functions can now mount an Amazon Elastic File System (EFS), a scalable

C ase | I ke . and elastic NFS file system storing data within and across multiple availability zones (AZ) for high availability and
durability. In this way, you can use a familiar file system interface to store and share data across all concurrent execution
environments of one, or more, Lambda functions. EFS supports full file system access semantics, such as strong

) M L / AI consistency and file locking.

Rip.labs




Understand your workloads

Do we need to access specialized
hardware ?

 GPU access required?

 Another RAM/CPU ratio?

* Do we need constantly high
performance?

* Response time below 100 ms
(e.g. bidding or gaming platforms)

Q “A Berkeley View on Serverless Computing” https://www2.eecs.berkeley.edu/Pubs/TechRp

Functiona-

lity

Regularity
Accurac y
Security

Estability

ET=IHEE
bility

Reliability

Efficiency

Portability

Adaptability
Replaceability
Installability
Co-existence




Understand your workloads

ET=IHEE
bility

* Do we need high throughput ?

Efficiency

« Lambda’s network bandwidth is limited
(an order of magnitude lower than a
single modern SSD) shared between all
functions packed on the same VM suailly

SSSSS

Functiona-

lity Portability

R:gul ty Adaptability
Sccu@CY Replaceability
ecurity Reliability Installability
Co-existence

Q “A Berkeley View on Serverless Computing” https://www2.eecs.berkeley.edu/Pubs/Tec




Understand your workloads

Do functions need to communicate with
each other?

 functions are not directly network
accessible, they must communicate via
an intermediary service

Q “A Berkeley View on Serverless Computing” https://www2.eecs.berkeley.edu/Pubs/TechRpts

Functiona-

lity

Regularity
Accurac y
Security

Estability

ET=IHEE
bility

Reliability

Efficiency

Portability

Adaptability
Replaceability
Installability
Co-existence




1. Application lifecycle

2. Workloads

4. Cost at scale

5. Organizational knowledge

6. Platform and tooling maturity

-
Christian Bannes and Vadym Kazulkin m 'p.'abs



Understand platform
limitations

 Cold start

« Lambda with and without VPC for
each runtime
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P rOVI S I O n e d New - Provisioned Concurrency for Lambda Functions
Concurrency for
Lambda Functions

by Danilo Poccia | on 02 DEC 2019 | in Auto Scaling, AWS Lambda, AWS Re:lnvent, AWS Serverless Application Model, Compute, Launch,

News, Serverless | Permalink | # Share

Voiced by Amazon Polly

It's really true that time flies, especially when you don’t have to think about servers: AWS Lambda just turned 5 years
old and the team is always looking for new ways to help customers build and run applications in an easier way.

As more mission critical applications move to serverless, customers need more control over the performance of their
applications. Today we are launching Provisioned Concurrency, a feature that keeps functions initialized and hyper-
ready to respond in double-digit milliseconds. This is ideal for implementing interactive services, such as web and mobile
backends, latency-sensitive microservices, or synchronous APIs.

Dip.labs




Further cold starts reduction options

« For Java language with low startup time
and high memory footprint

* Use Ahead-Of-Time-Compiler (AOT) (part of
GraalVM)

« Use frameworks like Micronaut, Quarkus or Spring
Boot which offer support for GraalVM

-
Q “A Berkeley View on Serverless Computing” https://www2.eecs.berkeley.edu/Pubs/TechRpts/2019/EECS-2019-3.html - E 'p. 'abs




Lambda in VPC

aws
2

As function’s execution environment 2l AWS Cioud

Scal eS AWS Lambda Service VPC Customer owned VPC

« More network interfaces are created and
attached to the Lambda infrastructure.

 The exact number of network interfaces
created and attached is a factor of your

function configuration and concurrency.

-
Q Chris Munns: "Announcing improved VPC networking for AWS Lambda functions” : E ,p.’abs

https://aws.amazon.com/de/blogs/compute/announcing-improved-vpc-networking-for-aws-lambda-functions



Lambda in VPC

As your function scales, be mindful of AWS Cloud

seve ral |SS ues: AWS Lambda Service VPC Blsrit owned VDo

« Managing the IP address space in your
subnets

« Reaching the account level network
Interface limit

« The potential to hit the API rate limit on

creating new network interfaces

[=3
Q Chris Munns: "Announcing improved VPC networking for AWS Lambda functions” E ,p.’abs

https://aws.amazon.com/de/blogs/compute/announcing-improved-vpc-networking-for-aws-lambda-functions




Lambda in VPC:

- The network interface creation happens S Aws cious

When Lambda functlon |S Created Or ItS AWS Lambda Service VPC Customer owned VPC
VPC settings are updated. &
« Because the network interfaces are shared

ey
& PC to VPC Elastic network

NAT interfaces

across execution environments, only a
handful of network interfaces are required

er function
P N\

-
Q Chris Munns: "Announcing improved VPC networking for AWS Lambda functions” . E ,p.’abs

https://aws.amazon.com/de/blogs/compute/announcing-improved-vpc-networking-for-aws-lambda-functions




Amazon Aurora
Serverless Data
API
as beta for
MySqgl and
Postgres
avallable

Using the Data API for Aurora Serverless

The Data API is in beta for Aurora Serverless and is subject to change.

You can access your Aurora Serverless DB cluster using a built-in Data API. Using this API, you can access Aurora Serverless with web services-based applications, including AWS Lambda and AWS AppSync.

The Data APl doesn't require a persistent connection to the DB cluster. Instead, it provides a secure HTTP endpoint and integration with AWS SDKs. You can use the endpoint to execute SQL statements in the same way as you
do through the MySQL native protocol, but without managing connections. The API returns query results in JSON format. All calls to the Data API are synchronous. A call times out and is terminated in one minute if it's not
finished processing.

The API uses database credentials stored in AWS Secrets Manager, so you don't need to pass credentials in the API calls. If you are using AWS Lambda, the API provides a secure way for you to access your DB cluster without
configuring a Lambda function to access resources in an Amazon VPC. For more information about AWS Secrets Manager, see What Is AWS Secrets Manager? in the AWS Secrets Manager User Guide.

When you enable the Data AP, you can also use the query editor for Aurora Serverless. For more information, see Using the Query Editor for Aurora Serverless.

Availability of the Data API

Currently, the Data APl is only available in the US East (N. Virginia) Region. Link to rds-data.us-east-1.amazonaws.com using the HTTPS protocol to access the Data API.

Enabling the Data API
To use the Data AP, you must enable it for your Aurora Serverless DB cluster. You can enable the Data API when you modify the DB cluster.
You can enable the Data API by using the RDS console when you modify an Aurora Serverless DB cluster. You do so by enabling the Data API in the RDS console's Network & Security section.

The following screenshot shows the enabled Data APIL.

Network & Security

Security group info

Web Service Data AP

Data APl info
Enable for a connectionless Web Service APt f

APLl @

QL queries against this database. When the Data
¢ the KOS comole

lod, you an alsa e

&=
Q https://docs.aws.amazon.com/de_de/AmazonRDS/latest/AuroraUserGuide/data-api.html Christian Bannes and Vadym Kaz E 'p. 'abs




Don'‘t be scared
of cold starts

To avoid cold starts them
completely, you have to :

* Overpay
* Qverprovision

Cold starts don't really
matter if the you make
the call asynchronously




Understand platform
limitations

 Cold start

Lambda with and without VPC for
each runtime

Invocation duration/timeouts
Lambda 15min
* API Gateway integration 29sec
« Max Memory
Lambda 3GB

- B &7
N ENEY =D



Understand platform
limitations

« Max concurrent invocations

e Soft limit of 500-3000 parallel
executions for all Lambdas in each
AWS account

« Max connection limit for RDS

« Use RDS-Proxy (supports RDS for
MySQL and Aurora with MySQL
compatibility)

« Use Data API for Aurora Serverless

 Use NoSQL database

-




1. Application lifecycle

2. Workloads

3. Platform limitations

5. Organizational knowledge

6. Platform and tooling maturity

-
Christian Bannes and Vadym Kazulkin m 'p.'abs



The reality is... petalls
AWS Service Charges $29.59
Lambda is often just a » API Gateway $2.70
small percentage » CloudFront $0.03
of your total cost » CloudWatch $5.08
» Data Transfer $2.22
» DynamoDB $4.19
» Elasticsearch Service 36.45
» Key Management Service $1.00
» Lambda 30.25
» Simple Storage Service $0.93




APl Gateway

$ 3.50

Per million API calls

_ Wiplabs



HTTP APIs Iin Beta

/0% cheaper as APl Gateway

 Fewer configuration options
« Well-suited for most use-cases

Dip.labs




DynamoDB On-Demand

Read/write capacity mode

Select on-demand if you want to pay only for the read and writes you perform, with no capacity planning required. Select
provisioned to save on throughput costs if you can reliably estimate your application's throughput requirements. See the
DynamoDB pricing page and DynamoDB Developer Guide to learn more.

Read/write capacity mode can be changed later.

Provisioned (free-tier eligible)
® On-demand

=
Q Image: https://aws.amazon.com/blogs/aws/amazon-dynamodb-on-demand-no-capacity-planning-and-pay-per-request-pricing/ ym Kazulkin, @VKazu”(in E 'p. 'abs



Provisioned vs ’

On-Demand 7 692
« Use On-Demand for ] ‘ E
spiky workloads | —
) | —
 Use Provisioned for 3 - | T
constantly high 2 { -
workload . ! — =

i

- e =

PROVISIONED ON-DEMAND




Understand your cost at scale

« Lambda
* API Gateway
 Dynamo DB capacity choices

* Logging costs

* Monitoring costs

Rip.labs




Understand your cost at scale

AWS DATA TRANSFER COSTS
Non-AWS

Region Non-AWS ®
Numbers are data transfer in $/GB.

 Data transfer costs Sthares

@ Free. Inbound traffic is mostly free

83, Glacier, DynamoDB,
SES, SQS, or SimpleDB .020-.250

Q‘*— 02

—you pay on the way out. Some CloudFront
but not all internal traffic is free. ® L

@ Direct outbound data starts at O same AZ
$.09/GB for <10TB, and .01 cross AZ

with volume. First 1GB free. o 02| @

[ ) X - R a @ Region-to-region traffic is $.02/GB o N Region
urvl;:::::':n’wbmwunlon - :a":aum e Az, AZ Sfipesred YRC \\ "

and us-east-2, where it's $.01/GB. 1 ® \ S
o1 a0t : j
@ Outbound CloudFront prices are | : Jr ; L[
o i+ior L 3 i
01-02)) 6 )

highly variable by geography and o1

regional edge cache and start at
® ‘ s
1

$.085/GB in US/Canada.

« Step functions * pEma

® Cross-AZ EC2 traffic within a

region costs as much as region-to-
region! ELB-EC2 traffic is free

except outbound crossing AZs.

Prices shown in and out of regions

 Caching costs (APl Gateway, DAX for ‘&=~ = = P
Dynamo DB)

Credits and latest version: github.com/open-guides/og-aws \ 40-250%+ Sao Paulo

Last update: 2017-08-14

« Remote API calls

« 3" party Services price models

&=
Christian Bannes and Vadym Kazulkin E _'p.'abs




1. Application lifecycle
Workloads

Platform limitations

> W DN

Cost at scale

6. Platform and tooling maturity

-
Christian Bannes and Vadym Kazulkin m 'p.'abs



Understand organizational
knowledge

Do you already have
DevOps knowledge?

Rip.labs




Tom McLaughlin Talk:
What do we do when
the server goes away?
* Monitoring & Alerting

« Chaos Engineering & Game Days
 Infrastructure as Code & Testing
* Help understand constraints

of AWS services & choose the right
one

Serverless DevOps: What do we do when the server goes away?

- SERVERLESSOPS @tmclaughbos

&)

SERVERLESS DEVOPS m

WHAT DO WE DO WHEN THE SERVER
GOES AWAY?



Help understand constraints of AWS services &
choose the right one. Example Event Sources:

Qip.labs




Event Sources

° SQS and S N S are 1 msg/s for a month, 1IKB per msg

charged for requests o §1.2%6
& \;\/o 1@’3.:::2:“&2‘“”30“” $1.037
« Kinesis charges for s

]
éx.,

shard hours & PUT . B

@ $0.014 per mil

~= $10.836
req ueStS Kinesis @ $0.015 per shard per hr

. ) |
Q Image: https://blog.binaris.com/lambda-pricing-pitfalls/ Christian Bannes and Vadym Kazu E 'p.’abs




Event Sources

« Cost for Kinesis grows
with slower rate

 Attractive at to
operate at scale

Q Image: https://blog.binaris.com/lambda-pricing-pitfalls/

1,000 msg/s for a month, 1IKB per msg

Christian Bannes and Vadym Kazu

ngo%:'ﬁnxzahrxa()days $1 29600

!Goos%:ost'{xzmxuhrxaodays $1 03680

1000 x 60s x 60m x 24hr x 30d
031.’(()0po:ml ETRI $2592-00

1000 x 60s x 60m x 24hr x 30days

@ $0.014 per mil

+ $47.088
24hrs x 30days

@ $0.015 per shard per hr

Dip.labs



Understand organizational
knowledge

* Do you already have
DevOps knowledge?

« Are the developers willing to
learn new languages?

Dip.labs




1. Application lifecycle
Workloads
Platform limitations

Cost at scale

a b~ w D

Organizational knowledge

¥ -
Christian Bannes and Vadym Kazulkin @V 2 E 'p.'abs



Serverless platform and tooling maturity

* Infrastructure-as-a-Code
solutions maturity (e.g. Cloud
Formation, CDK, Terraform)

* Development environment &
framework maturity (e.g. AWS
SAM, AWS Amplify,
Serverless Framework)

Q Image: http://tea.solgenomics.net/anatomy_viewer/microscopy/sim82_fruit

Solanum lycopersicum cv. M82
Developmental Series ' ' ' ' '
l l

|s@’

1cm

g@O@O@.’

|3°

i 20DPA 30DPA  Mature Green Breaker Pink Light Red Red Ripe
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Serverless platform and tooling maturity

Tooling maturity oo . . .. .
« CI/CD gﬁ '

|s}

icm

oo araossaweseion o @)@ () @ @@
.00

Is

« Monitoring

* Tracing ‘OO@ O @ . ’
« Alerting

« Security

Q Image: http://tea.solgenomics.net/anatomy_viewer/microscopy/slm82_fruit E 'p. ' abs



Serverless platform and tooling maturity

* Integration with 3" party SaaS  miemeneve
* Local testing and debugging , """

|s}

icm

kem fem  fem

I§-

0000200

o 20DPA  30DPA  Mature Gre Light Red Red Ripe

Is'
|3

Q Image: http://tea.solgenomics.net/anatomy_viewer/microscopy/sim82_fruit E 'p. ' abs







Simon Wardley #EEA m .
@swardley

X : Serverless is really only useful in niche
areas.

Me : That's true if you accept that one of
those niches is called "The Future" and it
includes pretty much all of it.

&=
@ Simon Wardley https://twitter.com/swardley/status/1017074876887322627 Christian Bannes and Vadym Kazulkin: m 'p. 'abs




Wardley Map

7 Uncharted : Industrialised
ol :
E é Application
Best coding
; practice
&
2
. . Framework
5 (e.g. Lambda)
2
& :
2 L _______ = Operating
& . “ 4
S ' system
Good Best
architectural architectural
practice Q practice (Legacy)
(DevOps)
2
a .
ﬁ compute z
3 o -
=] 5
H : : .
Genesis . Custom Built iProduct (+ rental) { Commodity (+ utility) Evolution

Q Simon Wardley https://www.slideshare.net/swardley/why-the-fuss-about-serverless-88107645

Rip.labs




Co-evolution of practices with

Serverless 1/2

* True DevOps (even DevSecOps)
* FinDev responsibilities in the teams
« Complete infrastructure automation

« Chaos Engineering

Sheen Brisals “Why the ‘WHY’ matters more than the ‘WHAT’ in Serverless!”

https://medium.com/lego-engineering/why-the-why-matters-more-than-the-what-in-serverless-2ef56¢397962

@ Dev ® Ops

O Type 2 suitability: organisations with a single main web-based product or
S

ervice.

Potential effectiveness: HIGH

DevOps Topologies: https://web.devopstopologies.com/

Type 2: Fully Shared Ops Responsibilities

Where operations people have been integrated in product development teams, we see
a Type 2 topology. There is so little separation between Dev and Ops that all people are
highly focused on a shared purpose; this is arguable a form of Type 1 (Dev and Ops

Collaboration), but it has some special features.

Organisations such as Netflix and Facebook with effectively a single web-based
product have achieved this Type 2 topology, but | think it's probably not hugely
applicable outside a narrow product focus, because the budgetary constraints and
context-switching typically present in an organisation with multiple product streams
will probably force Dev and Ops further apart (say, back to a Type 1 model). This
topology might also be called ‘NoOps, as there is no distinct or visible Operations team
(although the Netflix NoOps might also be Type 3 (Ops as laa$)).

Rip.labs



Co-evolution of practices with
Serverless 2/2

« Each developer has its own (AWS test)
account

* No local testing environment

« Testing in production

« Tied integrations with 3 party SaaS

Q Michael Bryzek “What do you know about testing in production?” https://www.youtube.com/watch?v=z-ATZTUgaAo0 . E ip ' abs
- L]




Berkeley View on
Serverless Computing

6 Summary and Predictions

By providing a simplified programming environment, serverless computing makes the cloud much
easier to use, thereby attracting more people who can and will use it. Serverless computing com-
prises FaaS and BaaS offerings, and marks an important maturation of cloud programming. It
obviates the need for manual resource management and optimization that today’s serverful com-
puting imposes on application developers, a maturation akin to the move from assembly language
to high-level languages more than four decades ago.

We predict that serverless use will skyrocket. We also project that hybrid cloud on-premises

applications will dwindle over time, though some deployments might persist due to regulatory
constraints and data governance rules.

-
Q “A Berkeley View on Serverless Computing” https://www2.eecs.berkeley.edu/Pubs/TechRpts/2019/EECS-2019-3.html ' E 'p. 'abs




Berkeley View on
Serverless Computing

* Provide low latency and high IOPS
Serverless Ephemeral Storage

Provide Serverless Durable Storage (Done
with EFSs attached to Lambda)

Improve Networking and Performance
* Improve Security

« Accommodate cost-performance




Further Improvement Areas for

Serverless Ecosystem 1/2

EFS improvements
 Enable calling Lambda upon EFS Events (file created or updated)
* Integrate with AWS compliance service like AWS Config like S3
CloudWatch improvements
Observabllity (no match to Lumigo or Epsagon)
« Alarms (no match to PagerDuty, Lumigo or Epsagon)

Make AWS ElasticSearch more Serverless
« free from managing the instance family, size and number of

Instances
« free from managing the storage (EBS) size behind



Further Improvement Areas for

Serverless Ecosystem 2/2

Decrease the latencies and payload size for Data API
for Aurora Serverless

CodeCommit improvements
not nearly comparable to GitHub and BitBucket

X-Ray support for all Serverless services
EventBridge

CloudFormation, SAM and CDK new AWS services or
features support from day 1



FaaS or not to FaaS

« Application lifecycle
 Workloads

« Platform limitations
 Cost at scale

« Organizational knowledge

« Platform and tooling maturity

Dip.labs
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